
JURIST Research Proposal

Philos Kim, Yale University

June 2020

1 Introduction

Uncovering bias in machine and deep learning models is a flourishing and indis-
pensable field in AI research. Researchers like Elisa Celis, Professor of statistics
at Yale, and Aylin Caliskan, Professor of CS at GWU, have produced extensive
research and literature on the social and economic biases present in AI and sta-
tistical models. More importantly, they use their quantitative results to shed
light on the biases present in our daily lives. Inspired by their research, I want
to examine whether and how various sentiment analysis models also contain
social and economic biases.

My research mainly consists of three steps: 1.) I will create and train sentiment
analysis models on the legal article archives offered by JURIST, a legal news
provider based in the University of Pittsburgh. The models I will train include:
Convolutional Neural Network (CNN), Long Short-Term Memory (LSTM), Sup-
port Vector Machine (SVM), and Logistic Regression. I will then test whether
and how these models’ outputs fluctuate due to the presence or absence of se-
lected socioeconomic variables. 2.) I will compare different models’ sensitivity
to the same set of socioeconomic variables, so as to examine whether neural
networks are more prone to biases than simpler statistical models. 3.) I will
communicate my findings and highlight the causes of biases (if any) through
visualizations supported by the Captum library in PyTorch.

Through these three steps, I seek to contribute to the ongoing conversation
about algorithmic biases and present my findings in an easily understandable
way to people at various levels of technical abilities.

2 Previous Experience

My previous work revolved around designing multi-layer LSTM and Gated Re-
current Units (GRU) networks, as well as training them on text data from IMDb
labeled with sentiment scores. I also analyzed how these neural nets behaved on
sentences with syntactic negatives, using PyTorch documentation and related
Python frameworks. I did similar work at the Yale Hackathon, where I used
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various sentiment analysis models in NLTK to help JetBlue identify the aspects
of their services customers criticized the most. Drawing on my previous research
at Professor Robert Frank’s computational linguistics lab at Yale, I think many
neural networks for opinion mining and sentiment classification could be espe-
cially prone to algorithmic biases, due to the historical biases embedded in their
training data.

3 Architectures

Figure 1: Long-Short Term Memory Network

Figure 2: 1D CNN

As in my previous projects, I will continue using LSTM and GRU sentiment
classification models in my research. In addition to these architectures, I plan
to use 1D CNNs, which tend to be faster and nearly as accurate. I also want to
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ensemble multiple networks by feeding their concatenated pre-sigmoid results
into a final, fully connected layer. By selecting a wide range of neutral networks,
I want to make sure that my conclusion is not specific to only one kind of
network.

4 Uncovering Bias in Neural Networks

Figure 3: Feature Attribution

In addition to PyTorch and the standard data science libraries in Python, the
Captum library would be a great tool for interpreting deep sentiment classifica-
tion models. Interpreting sentiment analysis largely involves determining which
particular words or phrases in a sentence contribute most to its overall senti-
ment. To that end, Captum’s feature attribution procedure, called the method
of Integrated Gradients, performs precisely that.

The above image, taken from Captum’s documentation, visualizes the attribu-
tion of each word in an input sentence in a 1D convolutional sentiment clas-
sification model. In terms of determining algorithmic bias, I will observe the
attribution scores of generic and demographic keywords in an article. In a pos-
itive sentence, does the attribution score of a keyword decrease when swapped
out for another? Does the change in keyword go as far as reversing the senti-
ment polarity of the sentence? And finally, what would these changes suggest
in terms of the algorithmic bias in deep neural networks? The ultimate goal
of my research is to provide both qualitative and quantitative answers to these
questions.

5 Uncovering Bias in Other Statistical Models

Neural networks aren’t the only models used for the task of sentiment classifi-
cation. Statistical and machine learning models as simple as Logistic Regres-
sion, or as complex as SVM, can all be trained on sentiment-labelled data and
make predictions on sentiment on new text. Although the Integrated Gradients
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Figure 4: Support Vector Machine

method was designed for neural networks, the idea of swapping out keywords
and examining changes in polarity would still apply to other models.

I will also compare how different models react to the presence of socioeconomic
variables in the input text: Will a combination of a convolutional and recurrent
network react more aggressively than each network individually? Will deep
learning models tend to have more fluctuated outputs than simpler statistical
models? I believe that the answers to these questions will shed light on the
broader discussion about how to minimize the unintended consequence that
machine learning may bring to our lives.
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